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Overview:

Over 6+ years of experience in Data Engineering, specializing in the design, development, and implementation of data pipelines. Adept in Big Data technologies such as Hadoop and cloud platforms (AWS, GCP, Azure). Proven ability to develop strategic methods for deploying Big Data solutions to meet complex data processing needs, both on cloud and on-premise environments. Expertise in building scalable data models, optimizing performance, and ensuring efficient data migration and integration.

Professional Summary: 

· Experience on BIG DATA using HADOOP framework and related technologies such as HDFS, HBASE, Map Reduce, HIVE, PIG, FLUME, OOZIE, POSTGRES, SQOOP, TALEND, IMPALA and ZOOKEEPER, AWS, Azure, GCP
· Experience in data analysis using HIVE, PIG LATIN, HBASE and custom Map Reduce programs in JAVA.
· Good Experience with Cloudera and Horton works distributions working with Machine Learning Frameworks such as Tensor flow, MLLib, scikit-learn.
· Experience in AWS infrastructure using EC2, Auto-Scaling in launching EC2 instances, Elastic Load Balancer, Elastic Beanstalk, S3, Glacier, Cloud Front, RDS, VPC, Route53, Cloud Watch, Cloud Formation, IAM, SNS, EBS. 
· FLUME, SHELL SCRIPTING to load the log data from multiple sources directly into HDFS.
· Worked on data load from various sources i.e., Oracle, MySQL, DB2, MS SQL Server, Cassandra, Nifi, MongoDB, Hadoop using Sqoop and PYTHON SCRIPT.
· Excellent understanding /knowledge on Hadoop (Gen-1 and Gen-2) and various components such as HDFS, Job Tracker, Task Tracker, Name Node, Data Node, Resource Manager (YARN).
· Experienced with SPARK SREAMING API to ingest data into SPARK ENGINE from KAFKA.
· Developed analytical components using SCALA, SPARK, STORM and SPARK STREAM.
· Excellent understanding and knowledge of NOSQL database HBASE and CASSANDRA.
· Extensive experience with Amazon Web Services (AWS), Open stack, Docker, AWS Cloud Formation, AWS Cloud Front and Experience in using containers like Docker and familiar with Jenkins. 
· Designed and architected solutions to load multipart files which can't rely on a scheduled run and must be event driven, leveraging AWS SNS, SQS, Lambda and Glue.
· Worked extensively with Dimensional MODELING (OLAP), DATA MIGRATION, DATA CLEANSING, DATA PROFILING, and ETL Processes features for data warehouses.
· Implemented Hadoop based data warehouses, INTEGRATED HADOOP with ENTERPRISE DATA WAREHOUSE systems. Extensive experience in ETL Testing, Data Ingestion, In-Stream data processing, BATCH ANALYTICS and Data PERSISTENCE STRATEGY.
· Experience with creating the TABLEAU dashboards with relational and multi-dimensional databases including Oracle, MySQL and HIVE, gathering and manipulating data from various sources.
· Design and document RESTFUL/HTTP, SOAP APIs, including JSON data formats and API versioning strategy.
· Experience in AWS, DevOps, Continuous Integration, Continuous Deployment and Cloud Implementations.
· Experience in Text Analytics, generating Data Visualization using Python creating dashboards with Tableau
· Developed Consumer - based custom features and applications using Python, Django, HTML, CSS. Experienced with Software Development Life Cycle, Database designs, agile methodologies, coding, testing of enterprise applications and IDE's such as Jupiter Notebook, PyCharm, Emacs, Spyder and Visual Studio.



Technical Skills:
	Big Data Technologies
	Apache Spark, Kafka, HDFS, Hive, Impala, Sqoop, Oozie, Hue, Zookeeper, Airflow

	Cloud 
	Cloudera, AWS EMR, GCP and Azure Data Factory.

	Languages
	Scala, Python, SQL, Hive QL, KSQL, Java.

	IDE Tools
	Eclipse, IntelliJ, PyCharm.

	Operating Systems
	 UNIX, LINUX, Ubuntu, CentOS, Mac OS 

	Reporting and ETL Tools
	Tableau, Power BI, Talend, AWS GLUE, SSIS, SSRS, Informatica, Data Stage, 

	Databases
	Oracle, SQL Server, MySQL, MS Access, NoSQL Database (HBase, Cassandra, Mongo DB)




Professional Experience: 

	Client: Verisk Analytics                                                                                            March 2023 - Till Date          
Location: NJ
Role: Sr. Data Engineer
				



Responsibilities: 

· Developing ETL pipelines to move on-prem data (data sources that include Flat Files, Mainframe Files, and Databases) to AWS S3 using Talend, PySpark. Created and embedded python modules in the ETL pipeline to automatically migrate data from S3 to Redshift using AWS Glue.
· Developed data pipeline using Spark, Hive, Pig, python, Impala and HBase to ingest customer behavioral data and financial histories into Hadoop cluster for analysis.
· Good Knowledge on cloudera distributions and in Amazon simple storage (Amazon S3), AWS Redshift, Lambda and Amazon EC2, Amazon EMR
· Built bi-directional ingestion framework from various cloud endpoints like AWS S3 buckets. 
· Responsible for implementing a generic framework to handle different data collection methodologies from the client primary data sources, validate transform using spark and load into S3
· Collected data using Spark Streaming from AWS S3 bucket in near-real-time and performs necessary Transformations and Aggregation on the fly to build the common learner data model and persists the data in HDFS.
· Working experience on designing and implementation complete end to end Hadoop infrastructure using HDFS, Map Reducer, Hive, HBase, Kafka, Sqoop, Spark, Zookeeper, Scala, Oozie, Yarn, No SQL, Postman and Python
· Used AWS cloud product suites (S3, EMR, Glue, Lambda, SQS, Redshift), Hive, Hadoop, Spark SQL
· Operated on AWS cloud S3, EC2, IAM policies, SQS, Lambda, AWS Sage maker
· Designed solution to handle AWS Glue Timeout issue, automated reruns, and notification process.
· Designed and architected solutions to load multipart files which can't rely on a scheduled run and must be event driven, leveraging AWS SNS, SQS, Lambda and Glue.
· Created Lambda function to run the AWS Glue job based on the deﬁned Amazon S3 event.
· Automated tasks of extracting metadata and lineage from tools using Python scripts and saved 70+ hours’ manual efforts.
· Improvised a python module that de-normalizes data from RDBMS to JSONs and saved 35 hours as part of the migration.
· Create dashboards on snowflake cost model, usage in QlikView.
· Created program in python to handle PL/SQL functions like cursors and loops which are not supported by snowflake
· Explored the usage of Spark for improving the performance and optimization of the existing algorithms in Hadoop using Spark Context, Spark SQL and Spark Yarn. 
· Developed Spark Code using Scala and Spark-SQL/Streaming for faster testing and processing of data.
· Involved in converting Hive/SQL queries into Spark Transformations using Spark RDDs and Scala.
· Worked on the Spark SQL and Spark Streaming modules of Spark and used Scala and Python to write code for all Spark use cases.
· Exploring with the Spark improving the performance and optimization of the existing algorithms in Hadoop using Spark-Context, Spark-SQL, Data Frame and Pair RDD's.
· Migrated historical data to S3 and developed a reliable mechanism for processing the incremental updates.
· Used Oozie workflow engine to manage independent Hadoop jobs and to automate several types of Hadoop such as java Map Reduce, Hive and Sqoop as well as system specific jobs.
· Create dashboards on snowflake cost model, usage in QlikView.
· Extensive experience with Amazon Web Services (AWS), Open stack, Docker Puppet, Chef, Ansible, AWS Cloud Formation, AWS Cloud Front and Experience in using containers like Docker and familiar with Jenkins. 
· Managed security groups on AWS, focusing on high-availability, fault-tolerance, and auto scaling using       Terraform templates. Along with Continuous Integration and Continuous Deployment with AWS Lambda and AWS code pipeline.
· Implemented a 'server less' architecture using API Gateway, Lambda, and Dynamo DB and deployed AWS Lambda code from Amazon S3 buckets. Created a Lambda Deployment function, step functions and configured it to receive events from your S3 bucket Used to monitor and debug Hadoop jobs/applications running in production.

Environment: Spark, Hive, Pig, HBase, Sqoop, Hadoop (MapReduce, Yarn, HDFS), Oozie, Kafka, Spark SQL, Spark Streaming, Zookeeper, Impala, AWS S3, Redshift, Glue, Lambda, EMR, SageMaker, SNS, SQS, API Gateway, Terraform, Docker, CloudFormation, AWS CodePipeline, Python, Scala, PySpark, Java, Linux Shell Scripting, PL/SQL, Snowflake, DynamoDB, PostgreSQL, NoSQL, RDBMS, Cloudera, Jenkins, Ansible, Puppet, Chef, Bitbucket, QlikView.

	Client : Kyndryl
Location : California     
				Feb 2022 – Feb 2023` 

	Role: Sr. Data Engineer 
	



Responsibilities: 

· Worked on a project where I have involved in migrating exiting project that is from Hadoop to big query and migrating the entire project to GCP. 
· In this project I mostly worked on application side where we get input data on daily basis sometimes weekly and monthly.
· Analyzed SQL scripts and designed the solution to implement using Scala.
· Developed analytical component using Scala, Spark, and Spark Stream.
· Performed advanced procedures like text analytics and processing, using the in-memory computing capabilities of Spark using Scala.
· Developed Spark code to using Scala and Spark-SQL for faster processing and testing.
· Designed scalable (Scala) Web Architecture hosting reports for the entire application.
· Wrote coding highly flexible, scalable, & distributed applications using Scala.
· Constructed and implemented multiple-table links requiring complex join statements, including Outer-Joins and Self-Joins.
· Coordinated with team and Developed framework to generate Daily adhoc reports and Extracts from
· enterprise data from Big Query.
· Used Java to build data processing pipeline with different libraries like Apache Beam, Apache Flink, which can be used to build complex data processing pipelines for both batch or stream processing
· Involved in integrating hive queries into spark environment using SparkSql.
· Experience in GCP Dataproc, GCS, Cloud functions, Big Query.
· Developed Shell scripts for job automation and daily backup.
· Designed and Co-ordinated with Data Science team in implementing Advanced Analytical Models in
Hadoop Cluster over large Datasets.
· Expertise in designing and deployment of Hadoop cluster and different Big Data analytic tools including
Pig, Hive, SQOOP, Apache Spark, with Cloudera Distribution.
· Documentation of the business process through Designer.
· Migrated project from hive to big query and then to GCP

Environment: Spark, Spark SQL, Spark Streaming, Hive, Pig, Sqoop, Apache Beam, Apache Flink, Hadoop (HDFS, MapReduce, Yarn), BigQuery, GCP Dataproc, GCS, Cloud Functions, Scala, Java, Python, Shell Scripting, SQL, Cloudera Distribution.


	Client: Fusion Inc                                                                                                           July 2020 – Jan 2022 
	

	Location: Chicago, IL, Remote
Role: Data Engineer
	



Responsibilities: 

· Experienced in development using Cloudera distribution system.
· Hands - on experience in Azure Cloud Services (PaaS & IaaS), Azure Synapse Analytics, SQL Azure, Data Factory, Azure Analysis services, Application Insights, Azure Monitoring, Key Vault, Azure Data Lake.
· Hands on experience on developing UDF, Data Frames and SQL queries in Spark SQL.
· Worked on creating tabular models on Azure analysis services for meeting business reporting requirements.
· Have good experience working with Azure BLOB and Data Lake storage and loading data into Azure SQL Synapse analytics (DW)
· As a Hadoop Developer my responsibility is managing the data pipelines and data lake.
· Have experience of working on Snow -flake data warehouse.
· Developed Spark code using Scala and Spark-SQL/Streaming for faster processing of data.
· Designed custom Spark REPL application to handle similar datasets.
· Used Hadoop scripts for HDFS (Hadoop File System) data loading and manipulation.
· Performed Hive test queries on local sample files and HDFS files.
· Used Spark Streaming to divide streaming data into batches as an input to spark engine for batch processing.
· Experience on Cloud Databases and Data warehouses (SQL Azure and Confidential Redshift/RDS).
· Worked on analyzing Hadoop cluster and different Big Data analytic tools including Pig, hive, HBase, Spark and Sqoop.
· Developed Spark Programs using Scala and Java API's and performed transformations and actions on RDD's.
· Analyzed data where it lives by Mounting Azure Data Lake and Blob to Databricks. Experience in Developing Spark applications using Spark/PySpark - SQL in Databricks for data extraction, transformation, and aggregation from multiple file formats for analyzing & transforming the data to uncover insights into the customer usage, consumption patterns, and behavior.
· Performed Application-level DBA activities creating tables, indexes, and monitored and tuned Teradata.
· BETQ scripts using Teradata Visual Explain utility.
· Involved in converting Hive/SQL queries into Spark transformations using Spark RDD, Scala, and Python.
· Development level experience in Microsoft Azure providing data movement and scheduling functionality to cloud-based technologies such as Azure Blob Storage and Azure SQL Database.
· Experience in designing Azure Cloud Architecture and Implementation plans for hosting complex application workloads on MS Azure.
· Develop ETL Process using SPARK, SCALA, HIVE and HBASE.
· Developed REST APIs using Scala, Play framework and Akka.
· Analyzed user request patterns and implemented various performance optimization measures including implementing partitions and buckets in HiveQL.
· Used Visualization tools such as Power view for excel, Tableau for visualizing and generating reports.
· Worked on the NoSQL databases HBase and mongo DB.
· Perform validation and verify software at all testing phases which includes Functional Testing, System Integration Testing, End to End Testing, Regression Testing, Sanity Testing, User Acceptance Testing.
· Smoke Testing, Disaster Recovery Testing, Production Acceptance Testing and Pre-prod Testing phases.
· Expertise in Creating, Debugging, Scheduling and Monitoring jobs using Airflow and Oozie.

Environment: Cloudera Distribution, Azure Cloud Services (PaaS & IaaS), Azure Synapse Analytics, Azure Data Factory, Azure Analysis Services, Azure Data Lake, Azure Blob Storage, Spark, Spark SQL, PySpark, Scala, Java, Python, Databricks, HDFS, Hive, Pig, HBase, Sqoop, MongoDB, Snowflake, Teradata, Tableau, Power View, Airflow, Oozie, Play Framework, Akka.


	Client: Slack Systems                                                                                                               May 2018 – Dec 2019   
Location: INDIA           
	

	Role: Jr. Data Engineer
	



Responsibilities: 
· Experienced in handling large datasets using Partitions, Python in Memory capabilities, Broadcasts in Python, Effective & efficient Joins, Transformations and other during ingestion process itself.
· Evaluating statistical models to determine the validity of analyses.
· Using machine learning to build better predictive algorithms.
· Building data visualizations to summarize the conclusion of an advanced analysis.
· Building Data Pipeline by sourcing and collating data from different sources and APIs for data consumption.
· Worked on AWS Data Pipeline to configure data loads from S3 to into Redshift
· Developed Python based REST API to track CAT Equipment sales and perform sales analysis using Flask, SQL Alchemy and PostgreSQL.
· Used JSON schema to define table and column mapping from S3 data to Redshift.
· Integrating external or new datasets into existing data pipelines.
· Applying feature transformations for machine learning models on new data.
· Responsible for building Cloud Formation templates for SNS, SQS, Elastic search, Dynamo DB, Lambda, EC2, VPC, RDS, S3, IAM, Cloud Watch services implementation and integrated with Service catalog.
· Developed storytelling dashboards in Tableau Desktop and published them on to Tableau Server which allowed end users to understand the data on the fly with the usage of quick filters for on demand needed information.
· Developed report using Tableau that keeps track of the dashboards published to Tableau Server, which help us find the potential future clients in the organization.
· Published the dashboard reports to Tableau Server for navigating the developed dashboards in web.
· Continuously monitoring and testing the system to ensure optimized performance.
· On demand, secure EMR launcher with custom spark submit steps using S3 Event, SNS, KMS and Lambda, function. 
· Developing transformations using Python. These transformations help convert JSON into a structured relational data format and apply desired logic or conditions on the same.
· Load historical machine data from Azure blob to C3IoT platform, the transformed data based on the defined annotations load into AWS S3, MongoDB, PostgreSQL, or Cassandra.
· Snowflake - data warehouse to consume the data from C3 Platform.
· Involved in S3 event notifications, an SNS topic, an SQS queue, and a Lambda function sending a message to the Slack channel.
· Transformed Teradata scripts and stored procedures to SQL and Python running on Snowflake's cloud platform. 

Environment: Python, Flask, SQLAlchemy, PostgreSQL, Tableau Desktop, Tableau Server, AWS (Data Pipeline, S3, Redshift, SNS, SQS, Lambda, EC2, VPC, RDS, IAM, CloudWatch, KMS, EMR), JSON, Snowflake, MongoDB, Cassandra, Teradata, Azure Blob Storage, C3 IoT Platform, Slack.
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